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Hello everyone, I’m Bruce Boyes, editor, lead writer, and one of the directors of RealKM 

Magazine. We’re also celebrating an anniversary in 2025, for us our 10th. In that time, we’ve 

published over 2,500 articles that have been viewed more than 2 million times, and won 

two awards. These achievements have been made possible by the great generosity of our 

RealKM Patrons (link 1 at the end of this presentation), and the largely voluntary efforts of 

our directors.

As I’m the final presenter in this KM Trends 2026 event, I would add little of value if I was to 

just restate valuable points already made by the other presenters. Rather, I’ll focus on a 

critical aspect of one of the biggest issues for KM now and into 2026 – artificial intelligence 

(AI).

Before I do this though, just to alert to the need for better awareness of the diverse 

knowledge that exists within the knowledge management (KM) community, and what that 

should mean for KM. When people in the KM community talk about KM, they can actually 

mean just one aspect of KM – organizational KM – even though they neglect to add this 

needed context. KM is much more than just organizational KM. As discussed in the RealKM 

Magazine introductory article “What is knowledge management (KM)?” (link 2 at the end of 

this presentation), KM also includes KM for sustainable development (KM4SD), societal 

KM, personal KM, and a range of specialized areas of KM. In this KM Trends 2026 event, 

we’ve heard the important perspectives of leaders from not only the organizational KM 

communities KMGN and APQC, but also two key global KM4SD communities – KM4Dev 

and K4DP. There’s important things that the practitioners of each of the different aspects of 

KM can and should learn from the others. For example, because organizational KM is 

focused internally within organizations, organizational KM practitioners can know much 

less about how to effectively engage the knowledge of external stakeholders than KM4SD 

practitioners, who often have a primary focus on external stakeholder knowledge 

engagement.
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I’m going to use scenarios to explore two possible futures for AI in KM. While it’s not 

possible to accurately predict the future, scenarios are a useful tool to explore possible 

futures and stimulate thinking and discussion. Scenarios and their use in decision-making 

are explained in this article by Dr Bonnie McBain (link 3 at the end of this presentation), 

who was my Master of Environmental Management program supervisor. Just as the 

different aspects of KM can learn more from each other, there’s much that the KM 

community can learn about KM from outside the KM community.

This scenarios article has been published on the Integration and Implementation Insights 

(i2Insights) blog, where there are also several other articles discussing scenarios (link 4 at 

the end of this presentation). Based at the Australian National University (ANU) here in 

Canberra, Australia, i2Insights is a living toolkit for tackling complex problems, and is also 

celebrating its 10th birthday this year (link 5 at the end of this presentation). I’m pleased to 

be an i2Insights Ambassador, regularly sharing i2Insights articles that are relevant to KM in 

RealKM Magazine (link 6 at the end of this presentation). Our organizing committee for the 

recent KM Triversary Forum was also honoured to be able to invite i2Insights leader 

Professor Gabriele Bammer as a keynote presenter in the Forum (link 7 at the end of this 

presentation).

The two scenarios I will put forward are contrived, rather than being developed through the 

normal facilitated process, but have key elements that are true. The two scenarios put 

forward completely opposite futures, and either of them could become reality.
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This first scenario is a bad outcome scenario. It involves a knowledge manager using 

outputs from the Microsoft Copilot AI program without first checking their accuracy, 

causing serious harm to their employer, their employer’s clients, and the professional 

credibility of KM. This is a very realistic scenario, given the heavy reliance by organizations 

on the Microsoft suite of products, that Copilot is fully integrated into those products, and 

that Copilot often hallucinates to produce false information. 
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A real example of Microsoft Copilot’s hallucinated false outputs

This is the Microsoft Copilot output that is the basis of the bad outcome scenario. It is a 

real Microsoft Copilot output, with a dangerously wrong hallucination. Section 27 is a 

section of the Sale of Land Act Victoria 1962. The Australian state of Victoria is not part of 

the Australian Capital Territory (ACT), it is one of the other Australian states and territories, 

with this legislation having absolutely zero relevance to the ACT. Indeed, the ACT Law 

Society advises against early access to deposit funds in the ACT!

Whenever the issue of AI hallucinations is raised in the KM community, some will say that 

it can be addressed through better data. In this case, the full dataset is very small, very 

simple, and has been publicly available for a long time. The dataset consists of maps and 

explanations of Australia’s states and territories (for example those on Wikipedia), the 63-

year-old Sale of Land Act Victoria 1962, and several straightforward and very accurate law 

firm explanations of Section 27 of the Act. These law firm explanations are linked in 

Copilot’s response and include links to the Act. So, rather than being an issue of data 

adequacy, the problem is the way in which Copilot has misassembled this very simple 

dataset. Such problems occur because generative AI does not understand (in a human 

sense) the data it is dealing with, instead operating through token pattern matching based 

on training data (‘tokens’ are units of data in AI models).

I reported this hallucinated false output to Microsoft by completing the form that appeared 

after clicking the ‘thumbs down’ icon in the response. However, Microsoft has so far failed 

to correct the false response.

4



This second scenario is completely opposite to the first, and is a good outcome scenario. 

Instead of using AI outputs without checking them, the knowledge manager in this good 

outcome scenario is leading the way in implementing ethical and responsible AI in their 

organization. Frameworks for ethical and responsible AI include processes for ensuring the 

accuracy of AI outputs before using them.
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Implementing ethical and responsible AI helps to build customer and stakeholder trust in 

organizations, and as revealed in a recent PwC survey, also boosts organization ROI and 

efficiency (link 8 at the end of this presentation).
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Where can you learn more about ethical and responsible AI? It’s very likely that the 

knowledge manager in the good outcome scenario used the comprehensive and always 

growing list of ethical and responsible AI resources that are part of RealKM Magazine’s 

long-running artificial intelligence series (link 9 at the end of this presentation). This series 

covers both AI in KM and KM in AI.
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responsible knowledge 

management (rKM) 

Ethical and responsible AI in KM needs to be an aspect of what is being termed 

‘responsible knowledge management (rKM)’. rKM is proposed in a paper by Professor 

Susanne Durst, who was also a keynote presenter in the recent KM Triversary Forum (links 

7 and 10 at the end of this presentation). The RealKM Magazine article ‘Troubling case 

highlights that the KM community lacks key capabilities needed for safe AI use’ provides 

further evidence of the need for rKM (link 11 at the end of this presentation).  I look forward 

to bringing you more on rKM in RealKM Magazine in 2026!
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